
Pacific Graphics 2026/ Y. He, N. Thürey, and L. Liu Conference Paper

A Study of the Design Space of Motion and Disocclusion Control
in Video Generation

Anran Qi1 Changjian Li2 Adrien Bousseau1 Niloy J. Mitra3,4

1Centre Inria d’Université Nice Côte d’Azur, 2University of Edinburgh, 3Adobe Research, 4UCL

(b) CogVideoX-Interp.:  text-guided motion and image-guided disocclusion.

(a) Which Jack in the box?

Disocclusion

Motion

Prompt: “The lid flips open on its hinge as the crank rotates slightly.”

Prompt: “A clown-like toy figure with a blue hat and white face becomes visible as the lid opens. ”

(c) DiffusionAsShader: tracking-guided motion and text-guided disocclusion.

Figure 1: Every movement is a revelation. Like a Jack-in-the-Box slowly turning its crank, anticipation builds around the hidden spaces
inside the box (a). Although object motion inherently creates disocclusions, motion control (what moves and how) and disocclusion control
(what appears in the newly revealed region) remain largely unexplored as a unified design space. Methods emphasizing disocclusion control
may generate unrealistic motion (b, video generated by CogVideoX-Interp. [Zhe25]), whereas methods emphasizing motion control may
generate unexpected disocclusion content (c, video generated by DiffusionAsShader [GYL∗25]). In this work, we present a systematic study
of this unified design space—so both the motion and the reveal are yours to script.

Abstract
Disocclusion occurs when object movement reveals previously hidden content. Existing image-to-video methods provide dif-
ferent forms of motion and disocclusion control, yet the design space they span remains poorly understood. In this work, we
systematically explore an algorithmic design space spanning motion specification (text-based versus tracking-based) and dis-
occlusion specification (text-based versus image-based). To facilitate this study, we construct a benchmark consisting of both
synthetic scenes and captured scenes, covering rigid and deformable motions, as well as static and dynamic disoccluded ob-
jects. We compare existing and adapted methods across this design space to analyze the strengths and limitations of different
control strategies for handling disocclusions during motion. Our study reveals that tracking-based guidance improves motion
accuracy, while image-based guidance improves the fidelity of newly revealed content. However, jointly controlling the appear-
ance and dynamics of disoccluded objects remains a challenging open problem, particularly in scenarios where newly revealed
objects undergo their own motion after becoming visible. Code and benchmark will be released upon acceptance.

1. Introduction

Motion does not just displace—it reveals. As objects move, they
uncover content that was previously hidden from view. While re-
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cent image-to-video generation methods provide increasingly ex-
plicit motion control through signals such as trajectories, optical
flow, and dense tracking videos [GHH∗25, NCW∗24, WZZ∗24,
HSS∗25, PMH∗26, SHW∗24, GYL∗25, LZH∗26], the appearance
of newly revealed regions is typically inferred from the diffu-
sion model’s priors [NSL∗23,BPH∗24,KTZ∗24,BDK∗23]. We re-
fer to the ability to control this revealed content as disocclusion
control. Image-conditioned interpolation methods partially address
this problem by providing a target appearance reference [HZH∗22,
LZH∗23,DZB24,JWT∗24,XXZ∗24,FDX∗24,WWZ∗25], but they
generally offer weaker motion control than dedicated motion-
control methods.

To systematically evaluate motion control and disocclusion con-
trol in image-to-video generation, we first construct a video bench-
mark, VideoReveal, consisting of both synthetic and captured
scenes. The benchmark covers rigid and deformable object mo-
tions, static and dynamic disoccluded objects, and realistic appear-
ance effects such as shadows and shading. The synthetic scenes
provide accurate motion trajectories and disocclusion annotations,
enabling controlled comparisons across methods. The captured
scenes approximate practical editing workflows in which the first
and last frames are available and the tracking video is recovered
from sparse user input.

Equipped with this benchmark, we study the motion control and
disocclusion control as two complementary dimensions of control-
lable video generation. For each, we compare weak, open-ended
guidance (text prompt) with strong, explicit guidance (tracking
video for motion and reference image for disocclusion). Their com-
bination defines a simple 2×2 design space that enables a system-
atic comparison of motion and disocclusion control methods.

Mapping existing methods onto this design space reveals a miss-
ing quadrant: no prior approach combines explicit motion guid-
ance with explicit appearance guidance. To fill this gap, we in-
troduce a training-free extension of DiffusionAsShader [GYL∗25],
a tracking-based method that provides explicit motion control
through tracking-video guidance. We augment it with reference-
image conditioning inspired by interpolation-based video genera-
tion methods [Zhe25]. With all four quadrants instantiated, we can
systematically compare different forms of motion and disocclusion
specification, revealing their respective strengths, limitations, and
the open challenges of jointly controlling motion and disocclusions.

Our study reveals distinct strengths of different control modal-
ities. Tracking-based methods improve motion accuracy, while
image-based guidance improves the fidelity of newly revealed con-
tent. However, jointly controlling the appearance and subsequent
motion of disoccluded objects remains challenging, particularly
when newly revealed objects must themselves move, deform, or
interact with the scene. These findings highlight limitations of cur-
rent image-to-video generation methods and suggest promising di-
rections for future controllable video generation models.

In summary, our contributions are:

• We introduce disocclusion control as a complementary dimen-
sion to motion control in controllable image-to-video generation.

• We present a video benchmark comprising 32 synthetic cases

and 5 captured scenes, enabling systematic evaluation of motion
and disocclusion control across diverse scenarios.

• We formulate a two-dimensional design space spanning motion
and disocclusion specification strategies, and instantiate all four
quadrants using existing and adapted methods.

• We perform a comprehensive analysis of the resulting design
space, revealing the strengths, limitations, and open challenges
of current disocclusion-aware video generation methods.

2. Related Work

Motion Control in Image-to-Video Generation. Recent image-
to-video (I2V) models enable animating a single image through
various forms of motion guidance. Early approaches rely on text
descriptions to specify the object motion [XXZ∗24, XMH∗25,
YTZ∗24, OJK∗18, CZC∗24, CXH∗23]. While intuitive, text of-
ten lacks the precision needed to describe exact object trajec-
tories and dynamics, resulting in limited motion controllability.
More recent methods provide stronger motion control by condi-
tioning generation on motion signals, including sparse point trajec-
tories [WLG∗24,LZRV24,GHH∗25,NCW∗24,MCW∗24], bound-
ing boxes [WZZ∗24,HSS∗25,PMH∗26], optical flows [SHW∗24],
and dense tracking videos [GYL∗25, WCH∗26, LZH∗26]. These
representations offer increasingly precise control over what moves
and how it moves, improving motion fidelity and user controlla-
bility. We choose DiffusionAsShader [GYL∗25] (abbreviated as
DaS in later text) in our study as a representative motion con-
trol method, since its dense tracking-video conditioning provides a
near-upper-bound reference for motion control, allowing us to iso-
late the effects of different disocclusion control strategies. Despite
its strong controllability, tracking-based motion specifications often
require users to provide detailed motion annotations during infer-
ence, which can limit practical usability [PMH∗26]. To study this
trade-off, our benchmark includes both synthetic scenes, where ac-
curate object trajectories are directly available from the underlying
scene models, and captured scenes, where motion guidance is re-
covered from lightweight user interactions. The latter allows us to
evaluate how tracking-based methods perform under more realistic
usage scenarios.

Despite these advances in motion controllability, the appearance
of disoccluded content is typically inferred by the generative model
and remains weakly constrained [NSL∗23, BPH∗24, BDK∗23]. In
this work, we formulate motion control and disocclusion control as
two orthogonal dimensions of controllable image-to-video genera-
tion and systematically study the design space they span.

Disocclusion Control in Video Generation. Disocclusion occurs
when object motion reveals previously occluded regions that are
not visible in the input image. Most image-to-video generation
methods handle these newly revealed regions implicitly, relying
on the generative model to hallucinate plausible content condi-
tioned on the input image and text prompt [NSL∗23, BPH∗24,
KTZ∗24, BDK∗23]. An alternative strategy is to control disocclu-
sion through image-based appearance references. Video frame in-
terpolation (VFI) is a representative example: intermediate frames
are synthesized between given start and end frames, with the
end frame providing an explicit appearance constraint. Traditional
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Appearance prompt="A golden crown becomes visible as the magician hat lifts up. 
The crown … revealed above the ghost character’s head as the hat moves away."

Simplified prompt="As the magician hat lifts upward, a hidden golden crown is 
gradually revealed above the ghost’s head."

Motion prompt: "The magician hat lifts upward from the ghost character’s head. 
The ghost character and the surrounding environment remain stationary throughout."

Appearance prompt="A red mug with a handle, sitting on top of a rectangular
orange book behind the laptop."

Simplified prompt="The laptop screen is closing. As it closes, a cup on top of
books hidden behind it becomes visible."

Motion prompt: "The laptop screen gradually tilts downward, revealing the object 
behind it."

Left: Synthetic scene example. Right: Captured scene example.
Figure 2: Example synthetic and captured scenes from our benchmark. (a) Rendered sequence in which the hat moves upward and reveals
a hidden crown. The scene includes realistic illumination effects, such as the shadow cast by the hat over the wall and the highlight over the
crown. (b) Tracking video used for motion control [GYL∗25]. (c) Disocclusion mask of the corresponding frames. (d) Associated prompts.

VFI methods estimate optical flow between the input frames and
synthesize intermediate frames through warping or splatting op-
erations [HZH∗22, LZH∗23, ZZW∗23], but often struggle with
large motions, complex occlusions, and long-range temporal de-
pendencies [LDCY24]. More recently, diffusion-based approaches
have reformulated VFI as a conditional video generation prob-
lem [DZB24, JWT∗24, XXZ∗24, FDX∗24, WZC∗25]. By lever-
aging large-scale video diffusion models, methods such as LD-
MVFI [DZB24] and VIDIM [JWT∗24] can synthesize high-quality
intermediate frames and better handle nonlinear motions. Wang et
al. [WWZ∗25] further introduced interactive controls through user-
specified sparse point trajectories during the interpolation. How-
ever, because only a small number of trajectories can be speci-
fied, it provides weaker motion control than dense tracking-based
approaches that constrain the motion of every pixel of the entire
object. This observation reveals a missing quadrant in the design
space: no existing method combines explicit appearance guidance
with explicit strong motion guidance. To fill this gap, we introduce
a training-free variant.

3. Benchmark

We introduce VideoReveal, a benchmark for systematic study
of motion and disocclusion control in image-to-video generation.
Each benchmark sample contains (1) a ground-truth video show-
ing one or more objects moving within a scene and revealing pre-
viously occluded content. These videos serve as ground truth for
evaluating image-to-video generation methods with varying forms
of motion and disocclusion control (see Sec. 4.2). (2) A tracking
video (Fig. 2 (b)) that encodes object motion as the motion guid-
ance and is used as an explicit motion-control signal. Following
[GYL∗25], the tracking video is rendered from dense point tracks

sampled on the visible foreground regions of the first frame. Each
point is assigned a color based on its first-frame position, with the
reciprocal depth used as the z coordinate. The colors remain fixed
throughout the sequence, such that rendering the colored points at
each timestep produces a video that encodes object motion while
preserving point correspondences across frames. Since the track-
ing video is derived only from pixels visible in the first frame, it
does not provide motion information for content that becomes vis-
ible later through disocclusion. To provide scene context, the static
background is rendered sparsely as well. (3) A per-frame disoc-
clusion mask (Fig. 2 (c)) used to evaluate the disocclusion quality.
A pixel is marked as disoccluded at frame t onward if it is occluded
in frame t −1 and becomes visible in frame t. (4) Textual annota-
tions describing motion and disocclusion (Fig. 2 (d)). Each sample
is associated with a motion prompt (Tm) describing the foreground
motion, an appearance prompt (Ta) describing the content revealed
during disocclusion, and a simplified prompt (Ts) providing a con-
cise description of the overall scene dynamics and revealed content.
These prompts are generated using GPT-5.5 [Ope26] by providing
the ground-truth video as input. The prompt-generation procedure
is detailed in the supplementary material.

We construct the benchmark in two complementary settings. In
the synthetic scenes, complete scene geometry and object motion
are available, allowing us to generate accurate tracking videos and
disocclusion masks while precisely controlling both motion and
disocclusion events. This setting enables a systematic analysis of
different motion and disocclusion control modalities under well-
controlled conditions. In contrast, the captured scenes are designed
to mimic realistic user workflows, where only the first and last im-
ages are available and object motion is recovered from lightweight
user interactions rather than exact scene models. All benchmark
videos have 49 frames at a resolution of 720×480. We adopt these
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Figure 3: Overview of the editing and algorithmic design spaces of disocclusion-aware image-to-video generation. Starting from an input
image (a), we consider four editing conditions formed by the combination of rigid/deformable motions and static/dynamic disoccluded objects
(b). To perform such edits, existing algorithms vary in two dimensions (c): motion control (text prompt or tracking video) and disocclusion
control (text prompt or reference image).

settings to match the generation configuration of CogVideoX-5B-
I2V [YTZ∗24], the foundation model underlying all methods con-
sidered in our study. Together, these two settings allow us to evalu-
ate both the controllability and practical usability of existing image-
to-video generation approaches.

3.1. Synthetic Scenes

Figure 2 shows an example synthetic scene in our benchmark. We
select 8 base scenes (Fig. 2 (a)) spanning diverse environments
and visual styles, including indoor and outdoor settings, daytime
and nighttime scenes, and both photorealistic and stylized content.
Across the benchmark, the moving objects cover both rigid and de-
formable motions, while the disoccluded objects can be either static
or dynamic (Fig. 3 (b)). For each scene, we design 2 distinct object
motions, and for each motion, 2 disocclusion events that reveal dif-
ferent objects, resulting in 4 motion–disocclusion combinations per
scene and 32 cases in total. To reflect real-world image formation,
we incorporate scene lighting that produces shadows and shading
effects on both moving and disoccluded objects, introducing real-
istic appearance changes during disocclusion events. We model all
scenes in Blender, enabling the extraction of accurate object trajec-
tories and disocclusion masks, which serve as precise motion and
disocclusion control signals for generation and evaluation.

3.2. Captured Scenes

The captured scenes are designed to approximate realistic user
workflows. Users only provide the first and last frame in which
the desired disoccluded content is revealed. Unlike the synthetic
scenes, no exact scene model or object trajectories are available.
Therefore, we built a lightweight annotation tool to recover motion
control signals from sparse user inputs.

Annotation Tool. Given the first frame, we first employ
MoGe [WXD∗25] to estimate the depth map and camera param-
eters (extrinsic and intrinsic). Next, we use SAM2 [RGH∗24] to
segment objects or object parts through simple user interactions in
the form of 2D bounding boxes. The resulting segments and camera
parameters allow us to lift the scene into a set of point clouds. We

then specify motion for movable objects by assigning motion pa-
rameters: (1) a motion type (translation or rotation), (2) a rotation or
translation center selected by clicking a point in the input image, (3)
a 3D motion direction specified through a disk-to-hemisphere map-
ping, where a 2D cursor position (x,y) inside a unit circle is lifted to
a unit hemisphere using z =

√
1− x2 − y2, and (4) a transformation

magnitude that we adjust to match the target pose in the final frame.
The motion is linearly interpolated across the sequence, resulting in
approximately constant-speed motion. These annotations are sub-
sequently converted into tracking videos, used as motion guidance
for image-to-video generation. A video demonstration of the tool is
provided in the supplementary material.

The captured scenes focus on rigid-motion scenes to match the
annotation tool’s capacity. We record 5 scenes using a Canon EOS
70D camera and capture the complete motion process from the ini-
tial to the final state. Each sequence is uniformly sampled to 49
frames and used as ground truth for quantitative evaluation. To
focus the evaluation on motion and disocclusion control, we re-
move the hands used to move the objects during recording using an
object-removal method [MFZ∗26], avoiding complex hand-motion
interactions while preserving the object motion and disocclusion
events.

3.3. Evaluation Metrics

As part of VideoReveal, we define the following evaluation metrics
to assess four complementary aspects of the generated video:

(a) Motion Accuracy. We evaluate motion consistency at both the
pixel and object levels. At the pixel level, we compare the optical
flow fields of the generated and ground-truth videos. Specifically,
we compute dense Farnebäck optical flow between consecutive
frames in both videos. Motion accuracy (denoted as OptFlow) is
measured as the mean cosine similarity between the resulting flow
vectors at corresponding frame pairs throughout the sequence. At
the object level, we use SAM2 [RGH∗24] to segment the moving
object in both the generated and ground-truth videos. For each case,
we identify the moving-object region from the first frame using the
tracking video. We compute the Intersection-over-Union (denoted
as IoU) between the generated and ground-truth masks for each

© 2026 The Author(s).
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frame and average it over the video. A higher IoU indicates better
agreement with the target object motion and spatial extent.

(b) Disocclusion Consistency. To evaluate whether newly revealed
content matches the target appearance, we compare the generated
video against the ground-truth video using two pixel-space metrics.
First, we compute the average per-pixel Euclidean distance in RGB
space over the entire frame sequence (denoted as Idiff). Second, we
restrict the computation to the disoccluded regions specified by the
disocclusion masks, yielding a masked variant (denoted as Idiffm).
Lower values indicate higher consistency with the desired appear-
ance in both the overall scene and the newly revealed regions.

(c) Semantic Similarity. Pixel-wise metrics may not fully cap-
ture perceptual consistency. Therefore, we additionally extract DI-
NOv2 [ODM∗23] features from corresponding frames of the gen-
erated and ground-truth videos and compute their cosine similar-
ity (denoted as DINO). Higher values indicate stronger semantic
agreement between the generated content and the target video.

(d) Video Quality. We evaluate video quality using
FVDS [UVSK∗18, STE22], FVDC [UVSK∗18, YZAS21],
SSIM [WBSS04], PSNR [WBSS04], and LPIPS [ZIE∗18].
Intuitively, SSIM and PSNR measure low-level reconstruction
fidelity, LPIPS assesses perceptual similarity, while FVDS and
FVDC evaluate the realism of the generated video distribution and
temporal dynamics.

4. Evaluation

4.1. CogVideoX Preliminaries

In this work, we consider several methods built upon CogVideoX-
5B-I2V [YTZ∗24], either directly or through extensions such
as DaS [GYL∗25]. We therefore briefly review the conditioning
mechanism underlying CogVideoX before describing methods.

CogVideoX-5B-I2V (abbreviated as CogVideoX) is a latent
diffusion model for image-to-video generation. Given an input
image and a text prompt, the model synthesizes a video V ∈
R49×480×720×3 by iteratively denoising a latent video representa-
tion. The input image is encoded by the VAE into an image latent,
then it is concatenated with zero latents along the temporal dimen-
sion to form an image-conditioning tensor Zc with the same tempo-
ral length as the video latent. During denoising, CogVideoX con-
catenates the noisy video latent and Zc along the channel dimen-
sion and feeds the result to the transformer, while the text prompt
is injected through text embeddings. After iterative denoising, the
resulting latent is decoded by the VAE decoder D to produce the
output video V.

4.2. Design Space of Motion and Disocclusion Control

We study controllable image-to-video generation through two or-
thogonal dimensions: motion control and disocclusion control.
Motion control specifies what moves and how it moves, whereas
disocclusion control specifies the appearance of newly revealed re-
gions. For motion control, we consider text-based motion, which
describes scene dynamics using natural language, and tracking-
based motion, which provides explicit object trajectories through

Table 1: Summary of the inputs provided to each evaluated method.
Tm, Ta, and Ts denote the motion, appearance, and simplified
prompts, respectively.

Method Initial Image Text Prompt Tracking Video Reference Image

CogVideoX ✓ Tm +Ta – –
CogX-Interp. ✓ Tm – ✓
DaS ✓ Ta ✓ –
DaS-Interp. ✓ Ts ✓ ✓
Pixel-CP ✓ Tm ✓ ✓

a tracking video. For disocclusion control, we consider text-based
disocclusion, which specifies the revealed content through lan-
guage, and image-based disocclusion, which provides a reference
image of the desired appearance. These choices define a 2× 2 de-
sign space shown in Fig. 3(c). We instantiate this space using five
representative methods. Tab. 1 summarizes the inputs provided to
each method. We note that motion control and disocclusion control
are two orthogonal aspects of controllable video generation. Yet,
the conditioning modalities (text vs. tracking video for motion, and
text vs. reference image for disocclusion) are not mutually exclu-
sive. The goal of our study is to analyze the strengths and limita-
tions of each conditioning modality within a unified design space,
rather than to suggest that these modalities cannot be combined.

1. CogVideoX [YTZ∗24] occupies the text-motion/text-
disocclusion quadrant, where both motion and newly revealed
content are specified through language (motion prompt and
appearance prompt).

2. CogVideoX-Interpolation [Zhe25] (abbreviated as CogX-
Interp.) occupies the text-motion/image-disocclusion quadrant. It
extends CogVideoX by using a motion prompt to describe motion
and the last frame to specify the disocclusion content. Specifically,
the model is fine-tuned to perform keyframe interpolation by aug-
menting the image-conditioning tensor Zc with the encoded first-
frame feature, zero-padded intermediate features, and the encoded
target last-frame feature. This allows the model to generate inter-
mediate frames that transition from the input image to the target
frame while preserving the desired disoccluded appearance.

3. DaS [GYL∗25] occupies the tracking-motion/text-disocclusion
quadrant. DaS is a fine-tuned variant of CogVideoX that intro-
duces a tracking video to explicitly encode object trajectories over
time and uses an appearance prompt for disocclusion. The tracking
video is encoded using the same VAE as the input image and serves
as an additional conditioning signal during denoising. By replacing
text-based motion descriptions with explicit trajectory guidance,
DaS enables more precise motion control.

The fourth quadrant combines dense tracking-based motion con-
trol with image-based disocclusion specification. To the best of our
knowledge, no existing method occupies this quadrant. We there-
fore introduce two instantiations: 4. DaS-Interp. is a training-free
extension of DaS which combines tracking-video guidance with
image-based disocclusion control. Specifically, we retain DaS’s
tracking-video conditioning for motion control while incorporat-
ing the same target-frame conditioning strategy used in CogX-
Interp. by providing the last frame as an appearance constraint.
This formulation enables the model to simultaneously follow the
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Figure 4: Synthetic scene video results across the design space. Gray circles highlight object motion, pink circles indicate shadowing and
shading effects, orange circles mark the disoccluded objects, and red circles highlight visible artifacts. Both scenes involve deformable motion
of the foreground object (the curtain and dinosaur body). The left scene reveals a dynamic disoccluded object (the swinging pendulum),
whereas the right scene reveals a static one (the moon). The prompts used for the left example: Motion prompt (Tm): “The blue curtain on
the left side slides smoothly ..." Appearance prompt (Ta): “A wooden grandfather clock becomes visible ... Inside the clock, a gold pendulum
continuously swings left and right throughout the reveal." Simplified prompt (Ts): “As the curtain and blue panel slide apart, a grandfather
clock hidden behind them is gradually revealed, while the gold pendulum inside the clock swings side to side."

prescribed motion trajectories and match the target disoccluded ap-
pearance. Since both motion and disocclusion are specified, we use
the simplified prompt. See Supplementary Material for implemen-
tation details. 5. Pixel-CP. Unlike DaS-Interp., which incorporates
the target appearance during video generation, Pixel-CP enforces
appearance control through post-processing. It first uses DaS to
generate a video guided by the tracking video, complemented by
the motion prompt to describe the desired motion without infor-
mation about the appearance of the disoccluded object. The disoc-
cluded regions are then directly copied from the reference image
and composited into the generated frames using the disocclusion
masks and Poisson image editing. Its performance is therefore af-
fected by motion-generation errors, inaccuracies in the disocclu-
sion masks, and blending artifacts. Moreover, direct compositing
cannot reproduce global appearance effects induced by the revealed
content, such as shadows or reflections.

Together, these methods instantiate all quadrants of the algorith-
mic design space, enabling a systematic comparison of motion and

disocclusion control approaches. Implementation details are pro-
vided in Suppl. Secs. 2 and 3.

5. Results

5.1. Visual Analysis

Synthetic Scenes. Fig. 4 shows the synthetic scene results and ex-
ample prompts used. We observe that first, generative methods pro-
duce realistic shading and shadow variations throughout the scene
around newly revealed regions. For example, DaS and DaS-Interp.
reproduce the shadow changes around the pendulum and shading
around the dinosaur’s neck (highlighted by pink circles), whereas
Pixel-CP directly copies pixels from the reference image and there-
fore lacks these secondary effects. Second, settings using track-
ing videos (DaS, DaS-Interp., and Pixel-CP) produce more accu-
rate object motion than text-only settings (highlighted by grey cir-
cles). Third, text-based disocclusion control often produces seman-
tically plausible but visually different objects (yellow circles). In
the curtain example, CogVideoX and DaS reveal clock-like ob-

© 2026 The Author(s).
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Table 2: Quantitative results for image→video across the design space. Two settings: Synthetic scenes (top) and Captured scenes (bottom).
The Alg. Space column identifies the algorithmic design-space category of each method. Higher is better for OptFlow/IoU/SSIM/PSNR;
lower is better for Idiff/Idiffm/FVD-S/FVD-C/LPIPS. Best and second-best are bold and underlined.

Method Alg. Space OptFlow ↑ IoU ↑ Idiff ↓ Idiffm ↓ DINO ↑ FVD-S ↓ FVD-C ↓ SSIM ↑ PSNR ↑ LPIPS ↓

Synthetic scenes
CogVideoX Text-Text -0.006 0.351 74.41 34.07 0.733 1580.7 1584.7 0.828 17.71 0.267
CogX-Interp. Text-Image 0.208 0.536 42.99 20.81 0.841 960.6 963.0 0.873 20.45 0.182
DaS Track-Text 0.681 0.728 45.22 19.46 0.801 878.7 881.1 0.881 21.45 0.146
DaS-Interp.

Track-Image
0.618 0.778 32.16 17.70 0.837 709.4 711.5 0.903 23.60 0.125

Pixel-CP 0.694 0.772 35.56 17.96 0.862 653.0 654.7 0.889 22.76 0.132

Captured scenes
CogVideoX Text-Text 0.037 0.337 144.19 70.86 0.716 2358.1 2364.2 0.657 13.13 0.453
CogX-Interp. Text-Image 0.701 0.851 37.65 17.69 0.961 381.0 382.4 0.845 22.68 0.124
DaS Track-Text 0.741 0.796 67.49 25.15 0.880 697.4 699.7 0.797 20.23 0.187
DaS-Interp.

Track-Image
0.711 0.869 47.06 22.08 0.880 862.8 865.3 0.830 21.15 0.174

Pixel-CP 0.789 0.860 56.48 25.36 0.904 611.3 613.0 0.794 20.54 0.172

jects, but fail to reproduce the specific target clock. In contrast,
image-conditioned methods preserve the desired object identity.
While Pixel-CP reliably reproduces the correct disoccluded object
because it directly copies content from the reference image, this
strategy introduces visible copy-and-paste artifacts (red circles).

In the curtain scene (left), all generative approaches correctly
animate the pendulum, likely because pendulum-like oscillatory
motion is well represented in the data used to train the underlying
generative model. However, this capability does not generalize re-
liably. In the captured scene (Fig. 5), the prompt specifies that “the
cat continuously nods its head up and down”, yet all methods gen-
erate a static head. This qualitative observation is consistent with
the quantitative analysis in Sec. 5.2, which shows that dynamic dis-
occlusion remains more challenging than static disocclusion. Since
neither tracking videos nor reference images provide explicit mo-
tion constraints for content that is initially occluded, the subsequent
dynamics of disoccluded objects remain largely unconstrained.

Captured Scenes. Fig. 5 shows captured-scene results. Compared
with the synthetic benchmark, motion guidance is less reliable be-
cause tracking videos are estimated from sparse user annotations
rather than derived from an exact scene model. As a result, object
motion may become spatially incoherent—for example, only the
box lid follows the prescribed motion in Fig. 5(d)—and appear-
ance artifacts such as flower-texture stretching and local deforma-
tions may emerge (Fig. 5(e,f)). DaS-Interp. preserves the overall
object structure but tends to lose fine details of the revealed object,
producing a slightly funny Maneki-neko mouth (Fig. 5(e), yellow
circle). In contrast, CogX-Interp. achieves near-perfect results for
this example (Fig. 5(b)). Since the scene contains relatively sim-
ple translational motion and the target appearance is explicitly pro-
vided by the reference image, the model can effectively interpo-
late while preserving both object identity and visual quality. This
result suggests that image-conditioned interpolation performs well
for simple motions. However, errors in the estimated trajectories
can degrade both motion accuracy and generation quality, demon-

strating that tracking-based control strongly depends on the quality
of the provided motion guidance. This highlights the need for more
reliable motion-specification and tracking tools to provide accurate
and coherent motion signals in practical settings.

5.2. Quantitative Results Analysis

Algorithmic Design Space. The quantitative results are reported
in Tab. 2. For motion accuracy, tracking-conditioned settings gen-
erally achieve higher motion accuracy than text-only settings. In
the synthetic scenes, Pixel-CP achieves the highest OptFlow score,
closely followed by DaS, while CogVideoX exhibits near-zero mo-
tion agreement. Similar trends are observed in the captured scenes.
These results indicate that text prompts alone are insufficient for
specifying precise object trajectories, whereas tracking-based guid-
ance provides reliable motion control.

For disocclusion consistency, in the synthetic scenes, DaS-
Interp. obtains the lowest Idiff and Idiffm, while Pixel-CP achieves
comparable results. In the captured scenes, CogX-Interp. achieves
the best disocclusion scores, benefiting from the availability of the
reference image, while DaS-Interp. and Pixel-CP remain compet-
itive. Overall, image-conditioned settings achieve higher disocclu-
sion fidelity than text-only settings, confirming that images provide
stronger constraints on object appearance and geometry. The DINO
scores confirm the importance of disocclusion specification for pre-
serving semantic consistency.

Regarding video quality, Track-Image methods again perform
favorably in the synthetic scenes. DaS-Interp. achieves the best
SSIM, PSNR, and LPIPS scores, while Pixel-CP obtains the low-
est FVD values, indicating strong fidelity to the target video. In the
captured scenes, since the tracking is estimated from sparse user
annotations rather than derived from a known scene model, track-
ing inaccuracies introduce an additional source of error (e.g., tex-
ture changes, incoherent object motion), which makes the tracking-
based method less competitive. Instead CogX-Interp. achieves the
best scores across nearly all quality metrics. The results suggest

© 2026 The Author(s).
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Figure 5: Captured scene results. This scene combines rigid fore-
ground motion (tissue box slides away) with a dynamic disoccluded
object (the cat continuously nods its head up and down). Gray cir-
cles highlight object motion, orange circles mark the disoccluded
objects, and red circles highlight visible artifacts. Motion prompt
(Tm): “The pink tissue box slides smoothly toward the right across
the tabletop." Appearance prompt (Ta): “A small white cat ... be-
comes visible as the pink tissue box slides ... the cat continuously
nods its head up and down." Simplified prompt (Ts): “As the tissue
box slides ... cat continuously nods its head up and down."

that image-based disocclusion specification is consistently impor-
tant across both controlled and practical settings, while the benefit
of explicit motion guidance depends on the quality of the available
motion information.

To complement these metrics, we additionally conduct a per-
ceptual user study based on pairwise preference comparisons. The
study protocol and detailed results are provided in Suppl. Sec. 1.

Editing space. In Tab. 3, we analyze performance with respect
to two editing attributes: foreground motion type (rigid vs. de-
formable) and disoccluded object behavior (static vs. dynamic). As
the synthetic benchmark includes all four conditions and provides
accurate motion tracking and disocclusion annotations, we use it
for this analysis.

The OptFlow results highlight the impact of object deforma-
tion. Across nearly all methods, rigid motions yield higher flow
consistency than deformable motions, confirming that non-rigid
shape changes remain difficult to reproduce accurately. Nonethe-
less methods with explicit motion tracking maintain relatively
strong performance under both rigid and deformable motions.

Table 3: Comparison across editing properties in synthetic scenes.
For IDiffm, lower is better. For OptFlow cosine similarity, higher
is better. Within each pair of conditions, the better result is shown
in bold.

Idiffm ↓ OptFlow ↑

Method Static Dynamic Rigid Deformable

CogVideoX 66.8 82.0 -0.022 0.010
CogX-Interp. 46.2 39.8 0.213 0.203
DaS 43.2 47.3 0.853 0.509
DaS-Interp. 26.9 37.8 0.769 0.476
Pixel-CP 28.0 43.1 0.847 0.541

For Idiffm, dynamic scenes are generally more challenging than
static scenes, indicating that complex object motions increase ap-
pearance discrepancies in newly revealed regions. The inset figure
reports the motion generation success rate of the disoccluded ob-
jects for cases involving dynamic disoccluded objects (18 cases
in total, including 16 synthetic scenes and 2 captured scenes). A
case is considered successful if the generated motion exhibits the
intended motion type (e.g., translation, rotation, or articulation)
and follows the expected motion pattern throughout the sequence.

Motion Generation Success Rate for Dynamic Disocclusion Cases

0% 25% 50% 75% 100%

10/18 8/18CogVideoX

6/18 12/18CogX
-Interp.

7/18 11/18DaS

4/18 14/18
DaS

-Interp.

18/18Pixel-CP

Successful Not successful

CogVideoX achieves
the highest success rate,
correctly reproducing
the intended motion
in 10 out of 18 cases,
followed by DaS. Since
DaS tracking videos
only specify the motion
of pixels visible in the
first frame, the motion of newly revealed objects remains un-
constrained. This suggests that additional motion layers covering
disoccluded regions may be necessary to improve the motion
control of disoccluded objects. Methods that additionally enforce
explicit image-based disocclusion constraints (CogX-Interp.
and DaS-Interp.) exhibit lower success rates. This suggests that
preserving consistency with a target appearance can interfere with
the generation of correct object dynamics. Pixel-CP fails in all
dynamic cases because it directly copies the disoccluded content
from the target image and therefore cannot synthesize the required
object motion. Overall, these results indicate that dynamic disoc-
clusion remains challenging for current image-to-video generation
models, as they must jointly reason about the appearance of newly
revealed content and its subsequent motion.

6. Limitations and Future Work

Our study reveals several open challenges for disocclusion-aware
image-to-video generation.

First, dynamic disocclusion remains an open challenge for con-
trollable video generation. Existing control mechanisms can spec-
ify the appearance of newly revealed content, but provide lim-
ited control over its subsequent motion. As a result, scenarios in
which disoccluded objects must themselves move, deform, or inter-
act with the scene remain particularly difficult. Future work could

© 2026 The Author(s).
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explore motion representations that explicitly model multiple lay-
ers of scene motion, allowing motion specifications to be attached
to both visible and disoccluded objects.

Second, our instantiation of the Track-Image quadrant, DaS-
Interp., is a training-free combination of existing motion and ap-
pearance control mechanisms. While this design enables a con-
trolled comparison within the proposed design space, it is not op-
timized to satisfy both motion and disocclusion constraints. Future
work could investigate lightweight adaptation strategies, such as
adapters [MWX∗24, YZL∗23] or LoRA modules [HSW∗22], to
better integrate motion and disocclusion control.

Third, accurate motion signal specification remains a key chal-
lenge for controllable video generation. In practical settings, track-
ing videos are often estimated from sparse user interactions, and in-
accuracies in the recovered motion can lead to visible artifacts such
as incoherent object motion. Future work could investigate intu-
itive interfaces and techniques that enable users to specify accurate
object motion [DGM∗22]. Extending these interfaces to support
deformable motions (e.g., ARAP or linear blend skinning (LBS)
for rig-based deformation, or learned controllable blendshapes) and
highly free-form dynamics (e.g., water splashes, fluttering flags,
hair in wind) is an important future direction.

Fourth, our benchmark is limited in scale, comprising 32 syn-
thetic cases and 5 captured scenes. This limits the extent to which
our observations can be generalized to the diversity and complex-
ity of real-world videos. In particular, most scenes involve a lim-
ited number of objects and localized disocclusion events, whereas
real-world scenarios may contain multiple interacting objects or
large-scale scene reveals. In addition, all methods evaluated in this
study are based on the CogVideoX model family, either directly or
through its extensions. Consequently, our findings should be inter-
preted as observations within the evaluated benchmark and model
family, rather than as universal conclusions about video generation
models. Extending VideoReveal to a larger and more diverse set of
scenes and evaluating additional video-generation model families
are important directions for future work.

Finally, this work focuses on disocclusion caused by object mo-
tion. In many real-world videos, newly visible content also arises
from camera motion, including panning, zooming, and viewpoint
changes [XMH∗25,HXG∗24,WLS∗25]. Handling camera-induced
disocclusions introduces additional challenges related to scene ge-
ometry and depth reasoning, and remains an open problem.

7. Conclusion

We presented a benchmark and systematic study of motion and
disocclusion control in image-to-video generation through a two-
dimensional design space. Across both visual and quantitative
evaluations, we observe that tracking-conditioned settings gener-
ally achieve higher object-motion accuracy than text-only settings,
while image-based disocclusion guidance substantially improves
the fidelity and identity preservation of newly revealed content.
In practical captured-scene settings, image-conditioned interpola-
tion performs particularly well for simple motions, while tracking-
based methods become sensitive to errors in the estimated trajecto-
ries. This sensitivity highlights the importance of developing bet-

ter motion-specification tools that provide accurate and reliable
motion guidance for video generation models. Additionally, dy-
namic disocclusion remains especially challenging because models
must jointly reason about the appearance and subsequent motion
of newly revealed objects. Overall, our results suggest that effec-
tive disocclusion-aware video generation requires both reliable mo-
tion specification and explicit appearance constraints. While cur-
rent methods can often satisfy one of these objectives, jointly con-
trolling the appearance and dynamics of newly revealed content
remains a challenging open problem.

Acknowledgments

We thank Zekai Gu for insightful discussions on Diffusion as
Shader, Mia Kan for assistance with the user study, and Berend
Baas for proofreading. This work was partially supported by JST
ASPIRE JPMJAP2401, gifts from Adobe and UCL AI Centre. CL
was supported by a gift from Adobe.

References
[BDK∗23] BLATTMANN A., DOCKHORN T., KULAL S., MENDELE-

VITCH D., KILIAN M., LORENZ D., LEVI Y., ENGLISH Z., VOLETI
V., LETTS A., ET AL.: Stable video diffusion: Scaling latent video dif-
fusion models to large datasets. arXiv preprint arXiv:2311.15127 (2023).
2

[BPH∗24] BROOKS T., PEEBLES B., HOLMES C., DEPUE W., GUO Y.,
JING L., SCHNURR D., TAYLOR J., LUHMAN T., LUHMAN E., ET AL.:
Video generation models as world simulators. OpenAI Blog 1, 8 (2024),
1. 2

[CXH∗23] CHEN H., XIA M., HE Y., ZHANG Y., CUN X., YANG
S., XING J., LIU Y., CHEN Q., WANG X., ET AL.: Videocrafter1:
Open diffusion models for high-quality video generation. arXiv preprint
arXiv:2310.19512 (2023). 2

[CZC∗24] CHEN H., ZHANG Y., CUN X., XIA M., WANG X., WENG
C., SHAN Y.: Videocrafter2: Overcoming data limitations for high-
quality video diffusion models. In Proceedings of the IEEE/CVF confer-
ence on computer vision and pattern recognition (2024), pp. 7310–7320.
2

[DGM∗22] DOERSCH C., GUPTA A., MARKEEVA L., RECASENS A.,
SMAIRA L., AYTAR Y., CARREIRA J., ZISSERMAN A., YANG Y.: Tap-
vid: A benchmark for tracking any point in a video. Advances in Neural
Information Processing Systems 35 (2022), 13610–13626. 9

[DZB24] DANIER D., ZHANG F., BULL D.: Ldmvfi: Video frame in-
terpolation with latent diffusion models. In Proceedings of the AAAI
Conference on Artificial Intelligence (2024), vol. 38, pp. 1472–1480. 2,
3

[FDX∗24] FENG H., DING Z., XIA Z., NIKLAUS S., ABREVAYA V.,
BLACK M. J., ZHANG X.: Explorative inbetweening of time and space.
In European Conference on Computer Vision (2024), Springer, pp. 378–
395. 2, 3

[GHH∗25] GENG D., HERRMANN C., HUR J., COLE F., ZHANG S.,
PFAFF T., LOPEZ-GUEVARA T., AYTAR Y., RUBINSTEIN M., SUN C.,
ET AL.: Motion prompting: Controlling video generation with motion
trajectories. In Proceedings of the Computer Vision and Pattern Recog-
nition Conference (2025), pp. 1–12. 2

[GYL∗25] GU Z., YAN R., LU J., LI P., DOU Z., SI C., DONG Z.,
LIU Q., LIN C., LIU Z., ET AL.: Diffusion as shader: 3d-aware video
diffusion for versatile video generation control. In ACM SIGGRAPH
2025 Conference Papers (2025), pp. 1–12. 1, 2, 3, 5

[HSS∗25] HUANG H.-P., SU Y.-C., SUN D., JIANG L., JIA X., ZHU
Y., YANG M.-H.: Fine-grained controllable video generation via ob-
ject appearance and context. In 2025 IEEE/CVF Winter Conference on

© 2026 The Author(s).
Proceedings published by Eurographics - The European Association for Computer Graphics.



10 of 11 A. Qi & C. Li & A. Bousseau & N. Mitra / A Study of the Design Space of Motion and Disocclusion Control in Video Generation

Applications of Computer Vision (WACV) (2025), IEEE, pp. 3698–3708.
2

[HSW∗22] HU E. J., SHEN Y., WALLIS P., ALLEN-ZHU Z., LI Y.,
WANG S., WANG L., CHEN W., ET AL.: Lora: Low-rank adaptation
of large language models. ICLR 1, 2 (2022), 3. 9

[HXG∗24] HE H., XU Y., GUO Y., WETZSTEIN G., DAI B., LI H.,
YANG C.: Cameractrl: Enabling camera control for text-to-video gener-
ation. arXiv preprint arXiv:2404.02101 (2024). 9

[HZH∗22] HUANG Z., ZHANG T., HENG W., SHI B., ZHOU S.: Real-
time intermediate flow estimation for video frame interpolation. In Eu-
ropean conference on computer vision (2022), Springer, pp. 624–642. 2,
3

[JWT∗24] JAIN S., WATSON D., TABELLION E., POOLE B., KONTKA-
NEN J., ET AL.: Video interpolation with diffusion models. In Pro-
ceedings of the IEEE/CVF Conference on Computer Vision and Pattern
Recognition (2024), pp. 7341–7351. 2, 3

[KTZ∗24] KONG W., TIAN Q., ZHANG Z., MIN R., DAI Z., ZHOU
J., XIONG J., LI X., WU B., ZHANG J., ET AL.: Hunyuanvideo: A
systematic framework for large video generative models. arXiv preprint
arXiv:2412.03603 (2024). 2

[LDCY24] LIU Y., DENG Y., CHEN H., YANG Z.: Video frame interpo-
lation via direct synthesis with the event-based reference. In Proceedings
of the IEEE/CVF Conference on Computer Vision and Pattern Recogni-
tion (2024), pp. 8477–8487. 3

[LZH∗23] LI Z., ZHU Z.-L., HAN L.-H., HOU Q., GUO C.-L., CHENG
M.-M.: Amt: All-pairs multi-field transforms for efficient frame interpo-
lation. In Proceedings of the IEEE/CVF Conference on Computer Vision
and Pattern Recognition (2023), pp. 9801–9810. 2, 3

[LZH∗26] LEE Y.-C., ZHANG Z., HUANG J., WANG J.-H., LEE J.-Y.,
HUANG J.-B., SHECHTMAN E., LI Z.: Generative video motion editing
with 3d point tracks. In Proceedings of the IEEE/CVF Conference on
Computer Vision and Pattern Recognition (2026), pp. 18306–18318. 2

[LZRV24] LI R., ZHENG C., RUPPRECHT C., VEDALDI A.: Puppet-
master: Scaling interactive video generation as a motion prior
for part-level dynamics. arXiv preprint arXiv:2408.04631 (2024).
URL: https://arxiv.org/abs/2408.04631, arXiv:2408.
04631. 2

[MCW∗24] MOU C., CAO M., WANG X., ZHANG Z., SHAN Y.,
ZHANG J.: Revideo: Remake a video with motion and content control.
Advances in Neural Information Processing Systems 37 (2024), 18481–
18505. 2

[MFZ∗26] MIAO C., FENG Y., ZENG J., GAO Z., LIU H., YAN Y., QI
D., CHEN X., WANG B., ZHAO H.: Rose: Remove objects with side
effects in videos. Advances in Neural Information Processing Systems
38 (2026), 149140–149162. 4

[MWX∗24] MOU C., WANG X., XIE L., WU Y., ZHANG J., QI Z.,
SHAN Y.: T2i-adapter: Learning adapters to dig out more controllable
ability for text-to-image diffusion models. In Proceedings of the AAAI
conference on artificial intelligence (2024), vol. 38, pp. 4296–4304. 9

[NCW∗24] NIU M., CUN X., WANG X., ZHANG Y., SHAN Y., ZHENG
Y.: Mofa-video: Controllable image animation via generative motion
field adaptions in frozen image-to-video diffusion model. In European
conference on computer vision (2024), Springer, pp. 111–128. 2

[NSL∗23] NI H., SHI C., LI K., HUANG S. X., MIN M. R.: Condi-
tional image-to-video generation with latent flow diffusion models. In
Proceedings of the IEEE/CVF conference on computer vision and pat-
tern recognition (2023), pp. 18444–18455. 2

[ODM∗23] OQUAB M., DARCET T., MOUTAKANNI T., VO H.,
SZAFRANIEC M., KHALIDOV V., FERNANDEZ P., HAZIZA D.,
MASSA F., EL-NOUBY A., ET AL.: Dinov2: Learning robust visual
features without supervision. arXiv preprint arXiv:2304.07193 (2023).
5

[OJK∗18] OH T.-H., JAROENSRI R., KIM C., ELGHARIB M., DURAND

F., FREEMAN W. T., MATUSIK W.: Learning-based video motion mag-
nification. In Proceedings of the European conference on computer vi-
sion (ECCV) (2018), pp. 633–648. 2

[Ope26] OPENAI: Chatgpt-5.5. https://www.openai.com/,
2026. Large language model. 3

[PMH∗26] PHUNG Q., MAI L., HAM C., LIU F., HUANG J.-B., MA-
HAPATRA A.: Trace: Object motion editing in videos with first-frame
trajectory guidance. arXiv preprint arXiv:2603.25707 (2026). 2

[RGH∗24] RAVI N., GABEUR V., HU Y.-T., HU R., RYALI C., MA
T., KHEDR H., RÄDLE R., ROLLAND C., GUSTAFSON L., ET AL.:
Sam 2: Segment anything in images and videos. arXiv preprint
arXiv:2408.00714 (2024). 4

[SHW∗24] SHI X., HUANG Z., WANG F.-Y., BIAN W., LI D., ZHANG
Y., ZHANG M., CHEUNG K. C., SEE S., QIN H., ET AL.: Motion-
i2v: Consistent and controllable image-to-video generation with explicit
motion modeling. In ACM SIGGRAPH 2024 Conference Papers (2024),
pp. 1–11. 2

[STE22] SKOROKHODOV I., TULYAKOV S., ELHOSEINY M.: Stylegan-
v: A continuous video generator with the price, image quality and perks
of stylegan2. In Proceedings of the IEEE/CVF conference on computer
vision and pattern recognition (2022), pp. 3626–3636. 5

[UVSK∗18] UNTERTHINER T., VAN STEENKISTE S., KURACH K.,
MARINIER R., MICHALSKI M., GELLY S.: Towards accurate gen-
erative models of video: A new metric & challenges. arXiv preprint
arXiv:1812.01717 (2018). 5

[WBSS04] WANG Z., BOVIK A. C., SHEIKH H. R., SIMONCELLI E. P.:
Image quality assessment: from error visibility to structural similarity.
IEEE transactions on image processing 13, 4 (2004), 600–612. 5

[WCH∗26] WANG C., CHEN C., HUANG Y., DOU Z., LIU Y., GU
J., LIU L.: Physctrl: Generative physics for controllable and physics-
grounded video generation. Advances in Neural Information Processing
Systems 38 (2026), 167907–167932. 2

[WLG∗24] WU W., LI Z., GU Y., ZHAO R., HE Y., ZHANG D. J.,
SHOU M. Z., LI Y., GAO T., ZHANG D.: Draganything: Motion con-
trol for anything using entity representation. In European Conference on
Computer Vision (2024), Springer, pp. 331–348. 2

[WLS∗25] WANG Q., LUO Y., SHI X., JIA X., LU H., XUE T., WANG
X., WAN P., ZHANG D., GAI K.: Cinemaster: A 3d-aware and con-
trollable framework for cinematic text-to-video generation. In Proceed-
ings of the Special Interest Group on Computer Graphics and Interactive
Techniques Conference Conference Papers (2025), pp. 1–10. 9

[WWZ∗25] WANG W., WANG Q., ZHENG K., OUYANG H., CHEN Z.,
GONG B., CHEN H., SHEN Y., SHEN C.: Framer: Interactive frame
interpolation. In International Conference on Learning Representations
(2025), vol. 2025, pp. 51601–51628. 2, 3

[WXD∗25] WANG R., XU S., DAI C., XIANG J., DENG Y., TONG X.,
YANG J.: Moge: Unlocking accurate monocular geometry estimation
for open-domain images with optimal training supervision. In Proceed-
ings of the Computer Vision and Pattern Recognition Conference (2025),
pp. 5261–5271. 4

[WZC∗25] WANG X., ZHOU B., CURLESS B., KEMELMACHER-
SHLIZERMAN I., HOLYNSKI A., SEITZ S.: Generative inbetween-
ing: Adapting image-to-video models for keyframe interpolation. In In-
ternational Conference on Learning Representations (2025), vol. 2025,
pp. 30594–30609. 3

[WZZ∗24] WANG J., ZHANG Y., ZOU J., ZENG Y., WEI G., YUAN L.,
LI H.: Boximator: Generating rich and controllable motions for video
synthesis. arXiv preprint arXiv:2402.01566 (2024). URL: https://
arxiv.org/abs/2402.01566, arXiv:2402.01566. 2

[XMH∗25] XING J., MAI L., HAM C., HUANG J., MAHAPATRA A.,
FU C.-W., WONG T.-T., LIU F.: Motioncanvas: Cinematic shot design
with controllable image-to-video generation. In Proceedings of the Spe-
cial Interest Group on Computer Graphics and Interactive Techniques
Conference Conference Papers (2025), pp. 1–11. 2, 9

© 2026 The Author(s).
Proceedings published by Eurographics - The European Association for Computer Graphics.

https://arxiv.org/abs/2408.04631
http://arxiv.org/abs/2408.04631
http://arxiv.org/abs/2408.04631
https://www.openai.com/
https://arxiv.org/abs/2402.01566
https://arxiv.org/abs/2402.01566
http://arxiv.org/abs/2402.01566


A. Qi & C. Li & A. Bousseau & N. Mitra / A Study of the Design Space of Motion and Disocclusion Control in Video Generation 11 of 11

[XXZ∗24] XING J., XIA M., ZHANG Y., CHEN H., YU W., LIU H.,
LIU G., WANG X., SHAN Y., WONG T.-T.: Dynamicrafter: Animating
open-domain images with video diffusion priors. In European Confer-
ence on Computer Vision (2024), Springer, pp. 399–417. 2, 3

[YTZ∗24] YANG Z., TENG J., ZHENG W., DING M., HUANG S., XU J.,
YANG Y., HONG W., ZHANG X., FENG G., ET AL.: Cogvideox: Text-
to-video diffusion models with an expert transformer. arXiv preprint
arXiv:2408.06072 (2024). 2, 4, 5

[YZAS21] YAN W., ZHANG Y., ABBEEL P., SRINIVAS A.: Videogpt:
Video generation using vq-vae and transformers. arXiv preprint
arXiv:2104.10157 (2021). 5

[YZL∗23] YE H., ZHANG J., LIU S., HAN X., YANG W.: Ip-adapter:
Text compatible image prompt adapter for text-to-image diffusion mod-
els. arXiv preprint arXiv:2308.06721 (2023). 9

[Zhe25] ZHENG F.: Cogvideox-interpolation. https://github.
com/feizc/CogvideX-Interpolation, 2025. GitHub reposi-
tory, accessed 2026-06-01. 1, 2, 5

[ZIE∗18] ZHANG R., ISOLA P., EFROS A. A., SHECHTMAN E., WANG
O.: The unreasonable effectiveness of deep features as a perceptual met-
ric. In Proceedings of the IEEE conference on computer vision and pat-
tern recognition (2018), pp. 586–595. 5

[ZZW∗23] ZHANG G., ZHU Y., WANG H., CHEN Y., WU G., WANG
L.: Extracting motion and appearance via inter-frame attention for effi-
cient video frame interpolation. In Proceedings of the IEEE/CVF Con-
ference on Computer Vision and Pattern Recognition (2023), pp. 5682–
5692. 3

© 2026 The Author(s).
Proceedings published by Eurographics - The European Association for Computer Graphics.

https://github.com/feizc/CogvideX-Interpolation
https://github.com/feizc/CogvideX-Interpolation

